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Activity 1: Sampling from the Gettysburg Address
Setup: Students are given a copy of the 268-word Gettysburg Address and are asked to select 10 “representative” or “random” words.  They then record several variables on their sample such as the length of the words (quantitative), whether or not the word is “long” (binary) and whether or not the word is a noun (binary).  Students then pool their sample results together (e.g., construct a dotplot at the front of the class) and compare these statistics to the population parameter values.  In particular, students tend to select words that are longer on average, overestimating the population mean and the population proportion of long words.  Students can then justify why this sampling method is biased.  Student then use a random number table to again select their sample (perhaps only 5 words) and then compare the results for the class using this method.  They should see that this method is not biased and that the sample results cluster around the population results.

Use of applet:  To further explore the behavior of sample statistics from random samples, we want to be able to take hundreds of samples and examine the long-term patterns.  We have created a java applet that mimics the sampling procedure: http://statweb.calpoly.edu/chance/applets/GettysburgSample/ GettysburgSample.html      The information in the top right panels show you the population distributions (including proportion of long words and proportion of nouns) and tell you the average number of letters per word in the population, the population proportion of “long words,” and the population proportion of nouns.  
Some of the questions we ask include: 
Unclick the boxes next to “Show Long” and “Show Noun” to focus on the lengths of words for now.

(a) Specify 5 as the sample size and click Draw Samples.  Record the lengths of the words and calculate the average for the sample of 5 words.  
	Word
	1
	2
	3
	4
	5
	Avg

	# letters
	
	
	
	
	
	


Verify that the mean of these 5 lengths corresponds to value plotted in the lower graph.

(b) Click Draw Samples again.  Did you obtain the same sample of words this time?  What is the second sample mean? What is the average of these 2 sample means?  Verify that it corresponds to the value of the red arrow in the lower graph.
(c) Change the Number of samples from 1 to 98.  Click the Draw Samples button.  The applet now takes 98 more simple random samples from the population (for a total of 100 so far) and adds the sample results to the graph in the lower right panel.  The red arrow indicates the average of the 100 sample averages.  Record this value.

(d) If the sampling method is unbiased the sample averages should be centered “around” the population average of 4.295 words.  Does this appear to be the case?
When a simple random sample is selected, we can generalize results from our sample to the larger population. While we expect some variabilty in our results, there is a predictable pattern to the variation. On the other hand, if the sampling method is biased, we can make no claims about the population.  In this example, we were able to compare to the actual population values, but that is not usually the case.  Thus, it is very important to determine whether or not the sample was selected at random before we can believe that the sample results are representative of the population.
(e) Change the sample size from 5 to 10 and Num samples to 100.  Click off the Animate button and click on Draw Samples.  The new distribution (n=10) will appear in black, the previous in green (n=5).   Does the sampling method still appear to be unbiased?  What has changed about the type of sample averages that we obtain?  Why does this make sense?


Produce a rough sketch of the distribution of these different averages:
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How does this distribution (in black) compare to the previous (in green)?
Once we have a representative sampling method, we can improve the precision by increas​ing the sample size.  With larger random samples, the results will tend to fall even closer to the population results.

(f) One common question is how the size of the population affects this precision.  Click the Reset button twice.  Lower in the page you will see a menu the currently says “address.”  Pull down the menu and select “fouraddresses.”  Now your population consists of 4 copies of the Gettysburg Address (4x268 = 1072 words) so that it is four times larger than it used to be (but the population characteristics are the same). Click the Draw Samples button.  How does this distribution compare to the one you sketched in the previous question?

A rather counter intuitive, but very crucial, fact is when determining how representative your sample is, and how close your sample results should be to the population result, the size of the population does not matter!  This is why organizations like Gallup can state poll results about the entire country based on samples of just 1,000-2,000 respondents.  Of course we still need those respondents to be randomly selected.

Three caveats about random sampling are in order:

1. One still gets the occasional “unlucky” sample whose results are not close to the population even with large sample sizes.  

2. Second, the sample size means little if the sampling method is not random.  In 1936 the Literary Digest magazine had a huge sample of 2.4 million people, yet their predictions for the Presidential election did not come close to the truth about the population.

3. While the role of sample size is crucial in assessing how close the sample results will be to the population results, the size of the population does not affect this.  As long as the population is large relative to the sample size (at least 10 times as large), the precision of a sample statistic depends on the sample size but not on the population size!

Extension:
(g) Now examine the distributions of the sample proportions of long words and the sample proportions of nouns for a couple of different sample sizes.  Do these sample proportions appear to be unbiased estimators of the corresponding population proportions?  Does increasing the sample size improve the precision?  Does the population size have an effect?  

(h) Do both distributions appear to be symmetric?  For which sample sizes?

Activity 2: Sampling Regression Lines
Students are given data from a previous student project that examined self-reported GPAs and study hours for a sample of 80 college students (sample_gpw.mtw).  They examine the scatterplot, correlation coefficient and least-squares line.  
Variable             N       Mean     Median     TrMean      StDev    SE Mean

GPA                 80     3.2371     3.3000     3.2521     0.4800     0.0537

hours               80      3.928      4.000      3.882      1.842      0.206

The regression equation is  GPA = 2.89 + 0.0894 hours

Predictor        Coef     SE Coef          T        P

Constant       2.8860      0.1201      24.03    0.000

hours         0.08938     0.02771       3.23    0.002

S = 0.4537      R-Sq = 11.8%     R-Sq(adj) = 10.6%

They are then asked informally if they think the relationship between these two variables could have happened “by chance.”  In particular, students are asked:
(d) If the students took a different random sample of 80 students, do you think they would obtain the same least squares regression line?

(e) If there is no relationship between GPA and study hours, what does that imply about the underlying “population” regression line?

Use of applet: We again want to use simulation to build up students’ visual intuition of “what would happen in the long-run” and to tie inference procedures for regression to those already discussed.  We have created a java applet that takes samples from a population with slope equal to zero and records the resulting sample slopes, intercepts, and equations:

http://statweb.calpoly.edu/chance/applets/regcoeff/regcoeff.html
Some of the questions we ask include:
The applet displays the scatterplot for a large population of students.  Note that the population mean GPA, population mean study hours, population standard deviation study hours and  have all been specified to match the characteristics of the students’ sample data.  The key difference is that we are forcing the population slope to be zero.  Thus, we are assuming the null hypothesis H0: 1 = 0 to be true.

- Click the Draw Samples button.  Did you get the same sample regression line as the students?

- Click the Draw Samples button again.  Did you get the same sample regression line the second time?

- Click Reset and change the “num samples” box from 1 to 100.  Click the Draw Samples button.

(g) Describe the pattern of variation in the sample slopes and the sample intercepts.  Are the means of these distributions roughly what you expected?
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(h) Describe the pattern of variation in the regression lines.

- Change the value of sigma from .45 to .20 and click Set Population.  How does this change the scatterplot? 

(i) How do you think this will change the behavior of the distribution of sample slopes and the distribution of the sample intercepts (shape, center, spread)?
- Click the Draw Samples button.  Was your conjecture in (i) correct? (You might want to look at both dotplot windows.)

(j) Change the value of sigma back to .45 but change the value of SD(X)=”x std” from 1.84 to .6. Click Set Population.  How does this change the scatterplot?

(k) How do you think this will change the behavior of the distribution of sample slopes and the distribution of the sample intercepts?

- Click the Draw Samples button.  Was your conjecture in (k) correct?

(l) Change the value of SD(X) back to 1.84 (Set Population), click Reset, and change the sample size from 80 to 20.  Conjecture what will happen to the sampling distributions before you click Draw Samples.  Was your conjecture correct?
(m) Change the value of the mean of the x’s from 3.928 to 8.  Will this affect the variability of the slopes and/or intercepts?  Explain and then use the applet to check your conjecture.
You should have made the following observations:

· The distributions of sample slopes and intercepts are approximately normal.

· The means of the distributions of sample intercepts and slopes are 0 and 1 respectively.

· The variability in the sample slopes and intercepts increase if we increase .

· The variability in the sample slopes and intercepts increase if we decrease SD(X).

· The variability in the sample slopes and intercepts decrease if we increase n.

· The variability of the sample intercepts increases if we increase
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(m) Are the last four observations consistent with the following formula for SD(
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(n) Explain why each of the last 4 observations make intuitive sense.

Back to the question at hand: Is it plausible that the sample slope the students obtained

 (
[image: image9.wmf]b

ˆ

1 = .0894) came from a population with 1 = 0 ?

(o) Return to (or recreate) the dotplot for the slopes for the first simulation.  Where does .0894 fall on this distribution?  Is it plausible that the population slope is really zero and the students obtained a sample slope as big as .0894 just by chance?  How often did such a sample slope occur in your 100 samples?  In the samples collected by the entire class?
(p) Change the population slope to .05 and click Set Population.  Draw Samples and examine the sampling distribution of the sample slopes.  Where is the center?  Roughly how often did you get a sample slope as big as .08 or bigger? Does it seem plausible that the students’ regression line came from a population with 1 = .05?

In Minitab, we return to the sample_gpa.mtw worksheet.  Choose Stat > Regression > Regression from the menu and enter GPA as the response and hours as the Predictors.  Click OK. Your output should include the following:

Predictor        Coef     SE Coef          T        P

Constant       2.8860      0.1201      24.03    0.000

hours         0.08938     0.02771       3.23    0.002

(q) Explain what is represented by the “SE Coef” = .02771.

(r) What p-value would you report to test H0: 1 = 0 vs. Ha: 1 > 0?  How does this correspond to your answer to (o)?

(s) Construct a 95% confidence interval for Is 0 in the confidence interval?  Is .05?
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