Spring, 2003

Thursday, April 3


Stat 324 – Lecture 2

Inference for Regression  (7.3.3 – 7.4.3)

Recap:   

· Describing a scatterplot

· RV vs. EV

· outliers = large residual = yi - 
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· Correlation coefficient (Sec 7.5.4)

· Make sure relationship is linear (transformations and interpretation) 

· Least Squares Estimates  

· minimize SSE

· predict 
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· interpolation and extrapolation

· alternatives

· Interpretation of slope and intercept

· Outliers and Influential observations

· Association vs. causation
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Example 1: Suppose we have data on the height (in centimeters) of boys for 3 different random samples at ages 2, 3, 4.  The data in hypoHt.mtw are modeled after data from the Berkeley Guidance Study which monitored the height and weight of boys and girls born in Berkeley, California between January 1928 and June 1929.  

- Which is the explanatory variable and which is the response variable?

- Do you expect the 40 2-year-old boys to all have the same height?

- Do you expect the 40 3-year-old boys to all have the same height?  

Do you expect the mean height of the 3-year-old boys to be the same 

as the mean height of the 2-year-old boys?

- How do you think these means will change from year to year?

- From the Desktop, double click on Statfolder > Chance > Stat 324 > Data and then double click on hypoHt.mtw to open this Minitab worksheet (not project).  

Use Minitab to examine a dotplot of the heights for the boys at each age:


MTB> %Dotplot c5;


SUBC> by c6.

Recall in describing a univariate dataset, we focus on shape, center, and spread.

What do these three distributions have roughly in common?

What is the primary distinct difference between these three distributions?

How are the means of these three distributions related?  That is, how much does the mean increase each year?  Is this a linear relationship?

The Regression Model specifies a mathematical relationship between the means of these subpopulations and the explanatory variable.  We are saying the value of the mean of the response depends on the value of x and that the dependence is linear.

height = 75.2 + 6.47 age

The regression model formulation also makes heavy use of the standard deviation of the response at each x value



SD(Y|X=x) = (units?)
Note, this does not depend on x.  We are assuming that the variability of the responses is the same for each value of x, that the variability in heights does not depend on age.

We don’t expect each observation to fall on the line, just the mean of the responses at a particular x value.  We expect the observations to vary normally about this mean, with standard deviation .  So another way to express this model is:




yi = 0 + xi +  where  (N(0, )

Regression Model Assumptions
L: There is a linear relationship between the means at each x and x: 
E(Y|X=x) = 0 + x 

I: The observations are independent

N: The responses follow a normal distribution for each value of x

Y|X (Normal

E: The variance of the responses is the same for each value of x

SD(Y|X=x) =  

Example 2: Suppose we want to know whether students’ GPAs are related to how much they study.  A student project group surveyed a random sample of 80 students and asked them their GPA and how many hours a week they study.

(a) EV and RV:

(b) Do you expect a positive or a negative association between these two variables?

(c) What value do you think r will have?

(d) Do you suspect the relationship will be statistically significant?

Minitab analysis:

Open the file sample_gpa.mtw: Choose File > Open Worksheet (not project).  From the Desktop, choose Statfolder > Chance > Stat 324 > Data and double click on the file to launch Minitab.

- To create a scatterplot of C1 vs. C2 you can either type: MTB> plot c1*c2 or

   select Graph > Plot from the menu bar and double click on GPA to enter it in the Y box and   

   then double click on hours to enter it in the X box.

- To determine the correlation coefficient, type MTB> corr c1 c2 or

   select Stat > Basic Statistics > Correlation and enter both columns in the variables box.

- To create a “fitted line plot” choose Stat > Regression > Fitted Line Plot and enter GPA (as Y) and hours (as X).  Report the regression equation, use the hat-notation and the variable names.  How would you interpret these slope coefficients?

- Are you willing to generalize the results from this sample to the entire population at this college?

Model Parameters: 
- The least squares estimates give us estimates for 0 and 1:  
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by minimizing (residual)2 = (yi-
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- How do we estimate ?



Var = (value – mean)2/df

- If there is no association between X and Y, what does that specify about ?

Properties of Least Squares Estimators

(d) If the students took a different random sample of 80 students, do you think they would obtain the same least squares regression line?

(e) If there is no relationship between GPA and study hours, what does that imply about the underlying “population” regression line?

(f) Open the “Sampling Regression Lines” applet from the course webpage (http://statweb.calpoly.edu/chance/applets/regcoeff/regcoeff.html)

The applet displays the scatterplot for a large population of students.  Note that the population mean GPA, population mean study hours, population standard deviation study hours and  have all been specified to match the characteristics of the students’ sample data.  The key difference is that we are forcing the population slope to be zero.  Thus, we are assuming the null hypothesis H0: 1 = 0 to be true.

- Click the Draw Samples button.  Did you get the same sample regression line as the students?

- Click the More Samples button.  Did you get the same sample regression line the second time?

Close the dotplot windows that have appeared and change the “num samples” box from 1 to 50.  Click the Draw Samples/More Samples button.

(g) Describe the pattern of variation in the regression lines.

(h) Describe the pattern of variation in the sample slopes and the sample intercepts.  Are the means of these distributions roughly what you expected?

	
	
[image: image16.wmf]b

ˆ

0
	
[image: image17.wmf]b

ˆ

1

	shape
	
	

	mean
	
	

	standard deviation
	
	


- Click Reset. Change the value of sigma from .45 to .20 and click Set Population.  How does this change the scatterplot? 

(i) How do you think this will change the behavior of the distribution of sample slopes and the distribution of the sample intercepts? (shape, center, spread)

- Click the Draw Samples button.  Was your conjecture in (i) correct? (You might want to look at both dotplot windows.)

(j) Change the value of sigma back to .45 but change the value of SD(X) from 1.84 to .6. Click Set Population.  How does this change the scatterplot?

(k) How do you think this will change the behavior of the distribution of sample slopes and the distribution of the sample intercepts?

- Click the Draw Samples button.  Was your conjecture in (k) correct?

(l) Change the value of SD(X) back to 1.84 (Set Population) and change the sample size from 80 to 40.  Conjecture what will happen to the sampling distributions before you click Draw Samples.

You should have made the following observations:

· The distributions of sample slopes and intercepts are approximately normal.

· The means of the distributions of sample slopes and intercepts are 0 and 1 respectively.

· The variability in the sample slopes increases if we increase .

· The variability in the sample slopes increases if we decrease SD(X).

· The variability in the sample slopes decreases if we increase n.

(m) Are the last three observations consistent with the following formula for SD(
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(n) Explain why each of the last 3 observations make intuitive sense.

Back to the question at hand: Is it plausible that the sample slope the students’ obtained

 (
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1 = .0894) came from a population with 1 = 0 ?

(o) Return (or recreate) the dotplot for the slopes for the first simulation.  Where does .0894 fall on this distribution?  Is it plausible that the population slope is really zero and we obtained a sample slope as big as .0894 just by chance?  How often did such a sample slope occur in your 50 samples?  In all the samples obtained by the class?

(p) Change the population slope to .05 and click Set Population.  Draw Samples and examine the sampling distribution of the sample slopes.  Where is the center?  Roughly how often did you get a sample slope as big as .08 or bigger? Does it seem plausible that the students’ regression line came from a population with 1 = .05?

Statistical Inference
Now that we have the formulas to measure the variability in the sample slope, we can carry out tests of significance and compute confidence intervals.  Keep in mind that since we don’t know , we will use 
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and use the t distribution with n-2 degrees of freedom.

Example 2 cont.: In Minitab, we return to the sample_gpa.mtw worksheet.  Choose Stat > Regression > Regression from the menu and enter GPA as the response and hours as the Predictors.  Click OK. Your output should include the following:

Predictor        Coef     SE Coef          T        P

Constant       2.8860      0.1201      24.03    0.000

hours         0.08938     0.02771       3.23    0.002

S = 0.4537      

(a) What p-value would you report to test H0: 1 = 0 vs. Ha: 1 > 0?

(b) Construct a 95% confidence interval for 
(c) Suppose we wanted to predict the GPA for someone who studies 4 hours per week and for someone who studies 10 hours per week.  Which estimate do you think will be more accurate?  You might want to review the results from the java simulation.
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